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Abstract. The water utility in the District of Columbia is responsible for repair and maintenance of 

the water distribution system. The Distribution and Maintenance Branch (DMB) closes an average of 

1431 maintenance work orders each year. Despite this closure rate, in January 2017, there was a 

backlog of 320 unclosed work orders open for more than 90 days. 

To reduce the backlog and maintain it at a steady state of approximately ten work orders, there is a 

need for DC Water to refine and implement an improved work flow. Based on the work order 

schedule analysis, the following scheduling enhancements were identified: 1. Scheduling to minimize 

travel time between work orders. 2. Dedicating one repair crew to only low priority work orders. 

A stochastic petri-net simulation was developed to model the workflow process and the proposed 

design alternatives. The results of the simulation for the proposed alternatives were: Scheduling a 

dedicated repair crew for the low-priority had a 5.2% improvement in terms of time in system, 100% 

improvement in terms of backlog size, and 31% improvement in terms of closed work orders. For the 

travel time design alternative, results showed that there was a 4.8% improvement in terms of time in 

system, 6.2% improvement in terms of backlog, and 2.8% improvement in terms of closed work 

orders. 
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The utility analysis identified the dedicated repair crew option as the best alternative. Based on these 

results, a web application (Castorea) was developed to schedule work orders for crews based on the 

first design alternative – minimize travel time. A usability test was performed to identify problems 

with the web application. Based on the results of the usability testing, DC Water started running a 

pilot test. 

Context 

The work order arrivals are created once a customer reports an incident or there is a leak or damage to 

the infrastructure. An investigation team is assigned to investigate the work order's validity, which 

determines whether the work order is for DC water or not. A priority number is then assigned to the 

work orders to determine its priority. If it is priority 5, then it needs to be done immediately, if it 

priority 4 its can be done in 24 hours, while 3-2-1 are considered low priority and can be done at the 

foremen's discretion. 

Within the DMB, there is one general foreman, three foremen, and 9 crews. The general foreman 

oversees allocating the work orders to the three foremen, omegas 1, 2, and 3. The foremen then 

allocate the work orders to one of the three crews under them based on a random yet sequential 

allocation. Analysis shows that the random assignment scheme, where geographic location of each 

work order is not considered, results in an average of 20 minutes spent traveling from one work order 

to another. With an average of 6 work orders per day, the crews typically spend 20% of their work day 

just on traveling. Furthermore, once a crew faces a delay at the repair site, such as a tree root blockage 

or shutoff notifications, the crew is idle until the delay is resolved. 

Analysis of over 14,000 work orders showed that the main types of repairs are meters, valves, meter 

housings, services, and mains. The data points were entered into a software to determine their 

distributions. The distributions for each type of repair were Gamma(0.882, 3.15), Gamma(3.34, 

1.52), Gamma(0.882, 3.15), Gamma(1.88, 2.45), and Gamma(2.48, 2.42) respectively.  Since the 

alpha for each repair type is strictly greater than one, all the distributions are skewed. However, the 

repair for valves is less skewed since it has the bigger alpha.  

Along with the aforementioned causes of "slack" in the schedule, the current Automatic Meter 

Replacement project (AMR), where meters are replaced with a new meter that can be satellite read, 

has been causing an increase of backlogged work orders by 40% (Figure 1). As of February 2017, 

more than 1000 work orders have been directly related to the AMR. This implies that every week an 

average of 30 work orders are added to the existing backlog per week. As DC Water's capacity to 

finish work orders is 33 per week, now they are required to finish 63 work orders per week. 

Problem Statement 

Due to the current Automatic Meter reading project (AMR) there has been an increase of backlogged 

work orders by 40%. This increases the average time in system of a work order to 62 days. As a result, 

every week an average of 30 work orders are added to the existing backlog, thus reducing customer 

satisfaction. 

There is a need for DC Water to refine and implement a work flow that shall eliminate the gap 

between incomplete work and an acceptable margin by reducing the current backlog of work orders to 

a steady state of approximately 10 work orders, the time in system to 30 days, and be able to maintain 

it there in the long run (Figure 1). 



 

 

Figure 1. Gap Analysis of the Increase in Backlog 

Concept of Operation  

The decision support system will come with a web application tool available through a mobile device 

or a browser. The tool, Castorea, will include all the work order data, available crew information, and 

security measurements such as login and password. The general foreman and the foreman of each 

crew will use the tool on a daily basis to schedule their day. The tool will support the foremen by 

providing data driven alternatives and suggestions. 

An example of how it will be used is pictured in the SYSML sequence diagram below (Figure 2). The 

general foreman submits a list of work orders to Castorea. Castorea then analyzes travel time and 

repair time and generates a list of alternate schedules to the general foreman, which in turn provides 

the schedules to the foremen.  

  

Figure 2. ConOps 

Two design alternatives are being studied:    

1. Assigning exclusive resources to a specific type of work order (low priority).   

2. Creating schedules based on the travel time between each work order.  

Design Alternative 1 – Dedicated Low-Priority Crew With the large number of high priority work 

orders that arrive each year, especially during the winter time, the nine crews are not able to create a 

schedule/plan to take care of the low priority work orders, creating a continually increasing backlog 

of work orders. This design alternative assigns one or two of the crews to only low priority work 

orders. Figure 3 shows a UML diagram of how the current system works, where all the resources are 

focused on doing high priority work orders. This entails that when a high priority comes in, one if the 

crews must drop their scheduled low priority work order, thus increasing the backlog. Figure 4 

depicts the proposed method in a UML diagram where one of the crews is focused on only doing low 

priority work orders.  



 

  

Figure 3. Current Method 

  

Figure 4. Proposed Method 

Design Alternative 2 - Scheduling Based on Travel Time. Currently there is no systematic 

dispatching system in place. The current way of task allocation to the foreman does not take into 

account the travel times in between the work orders scheduled. This causes that a crew takes an 

average of 20 minutes to go from one repair to the next. This can be seen in Figure 5, each color 

represents a different crew scheduled to work on a work order. From the figure, we can see how crews 

have to travel large distances around Washington D.C. every day in order to close their work orders.   

 

Figure 5. Work Orders Randomly Allocated to Crews 

By creating schedules based on work order proximity, instead of random assignment, it would 

potentially decrease the amount of time spent traveling and increase the amount of work order being 

closed. The concept of the proposed alternative can be seen in Figure 6, where crews, again identified 

by the different colors, are assigned to work orders based on proximity, creating clusters around the 

city.   



 

 

Figure 6. Work Orders Allocated to Crews based on Area Proximity 

Design 

To be able to understand the workflow and the potential solutions, a simulation was created. The 

inputs, assets, controls and outputs shown in Figure 7 were used in the simulation. With the use of 

work order inter-arrivals and individual repair distributions, the model calculates the time for work 

orders to be processed and makes recommendations and sensitivity analysis. 

 

Figure 7. Inputs, Outputs, and Parameters of the Simulation 

A simulation was created using Petri-Nets and taking into consideration the different types of delays, 

resources, inter-arrival times, and general workflow. The outputs are the mean and standard deviation 

of the backlog, average time in system, and average number of closed work orders.    

The Petri-Net model is depicted in three different images because of its complexity and size. Part 

1 depicted in Figure 8 models the inter-arrival of work orders, Gamma(4.59, 0.567), followed by 

when the general foreman investigates the site, and prioritizes the work orders. Each of the delays in 

the model, and the inter-arrival time, was captured from the data analysis performed by the team.   

 



 

 

Figure 8. Petri-Net Model Showing the Work Orders in Queue 

 

Part 2, shown in Figure 9 of the Petri-net, models the moment the work orders are prioritized in a 

priority queue, placing priorities 5 and 4 first since these are the work orders that have to be done first. 

It then models the moment the work orders are assigned to one of the crews using a 33% probability 

of each work order going to any of the crews. It is important to notice that although not shown in this 

figure, the team assignment done by the foreman of each crew follows the same pattern of having a 

priority queue, and then a 33% probability of it being assigned to of the teams.   

 

 

Figure 9. Petri-Net Model Showing the Prioritization of Work Orders 

Part 3, in Fig 10 of the Petri-Net model, depicts the process in which a work order has already been 

assigned to one of the teams. It again goes through a priority queue where high priority work orders 

are being done first and where one of the crews, depicted as a token, (in the figure below is 

represented as crew 1) is seized and released after each repair.  

 

  

Figure 10. Petri-Net Model Showing Resource Sharing 



 

The Petri-net model also shows the moment the work orders are assigned a repair type, this was done 

by doing data analysis and determining the probability of work orders of a certain type of repair. Once 

the type of repair has been assigned, a delay is applied to the work order taking into consideration the 

crew that is performing the job, and if the repair is a high or a low priority. Once the delay has been 

completed, the work order is closed, and the resources are released and available to do a new repair.  

Verification Test. The results of the simulation are compared to the actual workflow summarized in 

Table 1 and 2. Table 1 compares the amount of work orders coming in and coming out. The 

inter-arrival time distribution calculated is a good approximation to the real workflow with a 0.4% 

error, which falls within the simulation requirements. The amount of work orders leaving the systems 

has a percent error of 5%, also, within the simulations requirements. 

Table 1: Verification of Work Orders In and Work Orders Out 

 Work order in  Work order out 

Simulation  1550 per year 1431 per year 

Actual  1556 per year  1733 per year 

% Error  0.4% 5% 

 

In general, the Petri-Net model is able to capture the real-world workflow with a ± 5% which is within 

the acceptable error range stipulated by our stakeholders.  

In terms of the average time a work order lasts in the system and its corresponding standard deviation, 

the simulation yielded the following data shown in table 2, where the average time in system has a 

2.3% error which satisfies the simulation requirements.  

Table 2: Verification of Simulation Results 

   Avg. Time 

(Hours) 

STDEV(Hours) 

Simulation  1454.99 1320.06 

Actual 1488 1372.86 

% Error  2.3% 4% 

Design Alternative 1: Dedicated Low-Priority Crew Results- The results of the simulation for 

dedicating crews for low priority only are shown in Table 3. The simulation ran using two 

sub-alternatives: 1. Focus one resource in doing low priority work orders. 2. Focus two resources on 

doing low priority work orders. If one resource is focused on low priority work orders, the simulation 

shows that the backlog decreases by 12 work orders each month. With two crews dedicated to low 

priority work orders, the backlog decreases by 18 work orders each month. 



 

An interesting behavior worth highlighting is the non-linear relationship between the rates of backlog 

decrease every time an extra resource is added. A possible reason for this is the increase of inflow of 

work orders to the backlog the moment more resources are being focused to low priority work orders. 

The more resources being focused on low priority work orders the more work orders will become 

backlogged. 

Table 3: Results of Dedicating Crews for Low Priority Only 

  Avg. Time in 

system  (Hours)  

St-dev(Hours)  Average 

Rate of 

Backlog 

Increase   

Baseline  1598.596 567.272 +10/month  

Alternative 

#2 – 1 

Resource   

1514.32  1132.87  -12/month  

Design Alternative 2: Scheduling Based on Travel Time Results - The travel time minimization 

simulation ran for one year with 2537 replications. Table 4 below shows the results of the simulation 

compared to the baseline, where a t-test was performed to determine if there was a statistically 

significant improvement from the baseline.  

Table 4: Results of Design Alternative 2 

  Average  sigma  T-Test 

(alpha = 

0.05)  

Percent 

Improvement  

Time in 

System  

1522.5  556.8  Significant  4.8  

Number 

In  

1551.4  16.3  Not 

Significant   

 _________ 

Backlog  412.6  187.1  Significant  6.2  

Closed  1471.5  186.9  Significant  2.8  

The results showed that with the travel time minimization alternative there was a 4.8% improvement 

in terms of time in system, 6.2% improvement in terms of backlog reduction, and 2.8% improvement 

in terms of closed work orders.  

The new average travel time for the crews were also studied and the simulation exhibited that the 

average time to go from one repair to another reduced from an average of 20 minutes to an average of 

9 minutes. Figure 11 compares the travel time distribution for the current random assignment 

methodology (black) vs. the proposed travel time minimization methodology (red). The graph shows 

how the new proposed alternative has a smaller mean and standard deviation.  

  



 

Figure 11. Normal Distribution Comparison of Results 

The proposed solutions outlined earlier are tested against each other and their resulting outputs. The 

outputs, which are the time in system, number of closed work orders, and backlog increase/decrease 

per month, will then be compared to one another which will help in concluding which heuristic, or 

combination of heuristics, proves to be the most efficient in closing a steady flow of work orders.  

Travel time reduced the time in system by 4.8% and increased the number of closed work orders per 

year by 2.8%. then, comparing the baseline to alternative 2-focusing 1 crew, results in a –12 decrease 

in backlog monthly, a 31% increase of closed work orders, and a 5% decrease of time in system. 

Focusing 2 crews results in a 34% increase of closed work orders, but only a decrease of 0.54% for 

the average time in system. The alternative with the most backlog decrease is focusing 2 crews for 

low priority work. Additionally, with that alternative, we get the highest increase of closed work 

orders. However, focusing only one crew results in the highest percent improvement for time in 

system. 

Utility Analysis 

The value hierarchy was constructed based on the stakeholder's values. The utility is defined by 

productivity and time. The productivity attribute was measured by the average number of backlogged 

work orders, where lower is more preferred, and average number of closed work orders, where higher 

is preferred. The time attribute was measured by the average time in system of a work order, where 

lower is also preferred. For all the measures, a linear single utility function (SUF) was used. From the 

value hierarchy, a utility function was constructed using weights elicited from the primary 

stakeholder using the tradeoffs method. The utility function is as follows: U(t)= 0.769*closed work 

orders+ 0.154*backlog+ 0.077*average time in system. Using the results obtained from Table 3 and 

Table 4, the utility for each design alternative, including the current method, was calculated in Table 

5. The current method has a utility score of 0, meaning that it has the lowest number of closed work 

orders, highest time in system, and highest number of backlog when compared to the other 

alternatives. The highest score was obtained from dedicating 2 low-priority crews (Design Alt. 1) 

Table 5: Utility Analysis for Design Alternative 

Design Alternative Utility 

Current Method 0 

Dedicate One Crew for Low Priority 0.878 

Dedicate Two Crews for Low Priority 0.932 

Travel Time 0.1403 

Scheduling System (Castorea) 

Castorea is a web-based tool developed to reduce idle-time and travel time. The system was built to 

give a water utility company a data driven scheduling decision aid that shows the user (i.e. foremen) a 

list of nearby work orders, according to an inputted location, with the help of Google Maps, and 

details about the work orders such as mean time for completion, travel time, type, and description. 

The system has a filtering feature to give the foreman control over their schedule. The system will 

filter based on priority, type and work order number. Castorea can also be used by various utility 

companies that require on-site maintenance because it has a data-driven, custom-made scheduling 

system which increases productivity in an enterprise, and custom makes schedules tailored to the 



 

need of the customer. Castorea has an additional feature built-in to the system called “Wrench Time 

Maximization system.”, which shows a list of  closest work orders that can be done during the crew's 

on-site wait time.  

Usability Test of Scheduling System 

In order to evaluate how user friendly Castorea’s interface is, a usability test was performed. A within 

subject test was performed with four foremen from D.C. Water where they performed three different 

tasks  

The three tasks were: 

1. Setting Schedules 

2. Wrench Time Maximization  

3. Viewing Schedules  

 

The usability goal requirements of the system were determined by the stakeholders. The requirements 

were:  

1. The user shall be able to set a schedule with three work orders in under 3 minutes  

2. The user shall be able find the closest work order and add it to the schedule in under 2 

minutes 

3. The user shall be able to find and view the schedules in under 20 seconds  

The order of the tasks was randomized, and each user was timed for each task. After the tasks were 

done, a questionnaire was provided to measure satisfaction and obtain feedback from the users. 

Usability Results 

The results of the usability test for the tasks are captured in the table below. For all of the tasks a 

P-Value less than 0.05 was achieved indicating that they were all significant and passed all of the goal 

requirements.  Table 6 below shows the mean and standard deviation of all the tasks, along with the 

P-Value for each task.  

Table 6: Results of Statistical Analysis on 3 Tasks 

 Mean  Standard Deviation P-Value 

Task 1 105.05 sec 55.53 sec 0.03743 

Task 2 77.75 sec 16.23 sec 0.006892 

Task 3 5.25 sec 1.707 sec 0.0002114 

The users were asked to complete a 6-question survey to evaluate the overall satisfaction of the 

system. They were asked to evaluate their satisfaction with making and viewing schedules, 

navigating through the website, and sorting work orders. The null hypothesis was that the true mean 

of question X is less than three, where X is the number of questions 1-6. As seen in Table 7, question 

1, had a P-value bigger than 0.05, meaning that there is no significant evidence to conclude statistical 

difference between the true mean and the calculated mean. 

Table 7: Statistical Analysis on Satisfaction Results 

Question  Mean  SD  P-Value  

1 (Scheduling) 4 1.15 0.09085 

2 (Viewing Schedules)  4.5 0.577 0.006923 

3 (Website Navigation)  4.25 0.95 0.0398 

4 (Sorting Work Orders)  4 0.816 0.04586 

5 (Overall Satisfaction)  4.75 0.5 0.002993 

6 (Would you use the tool?)  4.75 0.5 0.002993 



 

 

After analyzing the usability test results is was found that the system was able to meet all the goal and 

satisfaction requirements except for satisfaction question 1 regarding creating schedules. Changes 

regarding the ordering of the web-app when creating a schedule were done in order to improve the 

user experience and address the concerns given by the crewmen.  

Conclusion and Recommendations 

The simulation created was able to capture all the measuring parameters, such as mean, amount in, 

and amount out within a ± 5%.  The travel time simulation was able to improve the amount of closed 

work orders by 2.8%, it minimized travel time in between the work orders by 55%, and it was able to 

capture a lower mean and standard deviation.  Focusing crews to work on low priority work orders 

only was able to decrease backlog by 12/month (1 crew focused) and 18/month (2 crew focus). 

Focusing 2 crews also gained the highest utility score, making it the best and most cost-effective 

heuristic.  

The results show that D.C Water should be able to reach a backlog of work orders of 0 in eight months 

if they focus one of their resources to low-priority and backlogged work orders. Alternative number 

two should be the first priority to be implemented because of the small amount of changes that need to 

be made, and the ability to easily switch back to the previous methods. It also achieved the highest 

utility when compared to the other alternatives.  

In order for D.C. Water to achieve its goal of decreasing the number of work orders to 10, and 

reaching a steady state behavior, it is recommended that they begin by focusing 1 crew in doing solely 

low priority work orders. In order to achieve even better results, the crew focus shall be paired with 

the web application tool which schedules crews based on work order proximity.  

Business Case  

The decision support system will complement the design alternatives, where it will help water utility 

companies, especially those with maintenance and repair departments. The estimated size of water 

utility companies in the US is 50,000 [6]. The support system will have capabilities of uploading 

excel/CSV files, scheduling work orders based on travel time, and supplying users with nearby work 

orders in cases where delay is expected to be more than 2 hours. It also can be used as a management 

tool that tracks how long a crew or team works on a specific work order and organizes tasks.  

The support system will cost $100,000 as an upfront cost and have a monthly subscription fee of 

$210/ month for maintenance and support. This subscription fee includes the Google Maps API. The 

initial costs include marketing, and development of the product, and is estimated to be $63,400. With 

the initial cost, we will break even within the first year. By the end of year 10, the projected profit is 

around 35 million with a return of investment over 6000%. 
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